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Abstract
Over the past decade, legal and philosophical debates have largely focused on whether autonomous artificial intelligence (AI) systems should be held criminally liable. While vital for advancing normative inquiries, this discourse, centered on responsibility gaps, legal personhood, and institutional design, has left unexplored a more fundamental question: whether intelligent systems can themselves exhibit criminal behavior, and why such behavior emerges. This article lays the groundwork for machine criminology, a new field of research dedicated to investigating the determinants of criminal conduct by intelligent systems. By shifting focus from attribution of liability to causation, machine criminology examines behavior, by trying, inter alia, (i) to define AI behavior that may qualify as “criminal;” (ii) to explain how the “decision” to engage in deviant behavior may be taken by machines; and (ii) to propose a preliminary etiology of machine crime, exploring how technical configurations, training environments, and interaction dynamics can foster criminogenic tendencies in machines, and why a residual propensity for deviance may be structurally unavoidable in complex systems. In doing so, machine criminology reframes the field’s epistemic priorities: from assigning liability to understanding causes, patterns, and propensities of machine deviance. This shift not only grounds normative debates in empirical analysis but also opens a forward-looking research agenda. By advancing machine criminology, this article calls for an anticipatory governance framework capable of safeguarding justice in an age where deviance may no longer be exclusively human.
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“A robot may not harm a human being, or, through inaction,
 allow a human being to come to harm.”
Asimov’s First Law of Robotics

Over the past decade, the prospect of extending criminal liability to artificial intelligence (AI) systems has gained increasing attention in legal and philosophical scholarship. Since at least 2019, a growing body of literature has explored whether AI entities, particularly those capable of autonomous decision-making, should fall under the scope of criminal law.[footnoteRef:1] Among those, Hallevy (2015) outlines the identity of a new kind of offender, the delinquent thinking machine, whose cognitive and volitional attributes can be functionally aligned with criminal law standards.[footnoteRef:2] Similarly, Hu (2019) advocates for the recognition of “smart robots” as criminally liable agents, provided that three conditions are met: (i) algorithmic capability of making nontrivial morally relevant decisions, (ii) the ability to communicate decisions to humans, and (iii) operational independence to act without human supervision.[footnoteRef:3] Quarck (2020) goes further, arguing that the introduction of AI criminal liability is not only plausible, but ultimately unavoidable.[footnoteRef:4] [1:  International Association of Penal Law dedicated its XXI International Congress to the topic of AI in Criminal Justice. ]  [2:  For Hallevy, the key requirement for criminal responsibility is not consciousness or personhood per se, but the presence of system capacities that match legal definitions of culpability and intent. In other words, it should not be relevant that the offender possesses or does not possess every human skill. It is on the basis of this consideration that several legal systems prescribe corporate liability.]  [3:  The author goes on to propose even the adoption of a criminal code for robots.]  [4:  The contributions listed belong to the School of Expansionists (also known as Robotic Liberation) that advocate for the direct punishment of AI systems.] 

While these contributions have significantly advanced the legal debate on AI and liability, they remain tethered to jurisprudential considerations: the normative permissibility and institutional design of holding AI systems legally accountable. Yet, a distinct and, to date, largely unexplored line of inquiry is the empirical and behavioral study of machine conduct that approximates criminal “human” behavior. In other words, rather than interrogating whether AI systems should be held criminally liable, can we understand to what extent machines engage in “criminal” behavior? What does this even mean in the context of machines? And more importantly, why they do so?
In human contexts, the study of reasons of delinquency fall squarely within the domain of criminology, which investigates the causes and patterns of actions that are legally defined as crimes. For machines, a study of their “criminal” behavior would be focused on examining acts that are functionally criminal, that is, actions which, although not crimes under current law (since machines cannot be criminally charged), would clearly fall within the boundaries of criminal law if perpetrated by a person. Beyond these analogues, the scope must also include forms of deviance that are not conceivable for human offenders yet may emerge uniquely from machine architectures and modes of reasoning. In other words, behaviors that represent qualitatively new categories of harm, alien to human cognition and agency. 
Despite their potential social, economic, and systemic significance, these behaviors have so far remained outside the systematic scrutiny of criminological inquiry. To fill the gap, this article introduces and defines machine criminology, as a new field of research aimed at studying the emergence, patterns, and causes of criminal conduct by autonomous systems. Drawing inspiration from the recent fields of machine behavior and machine psychology (Rahwan et al. 2019; Hagendorff et al. 2023, Hagendorff 2023), that is the empirical investigation of the behavior of AI systems, machine criminology shifts the analytical focus explicitly toward criminally deviant behavior. Specifically, the field aims to: 
1) Define AI behavior that may qualify as “criminal.”
2) Explain it, by identifying the internal and external factors that influence AI criminal acts.
3) And, by doing so, develop tools to anticipate deviant conduct by machines.
Just as criminology has historically sought to identify the social, psychological, and economic determinants of human criminality, machine criminology will need to develop models for understanding how technical configurations, training data, environmental inputs, and interaction protocols shape the propensity of machines to engage in functionally criminal behavior. Hence, by shifting focus from who is responsible to why and how such a behavior emerges in machines, this approach realigns our epistemic priorities. It opens a new line of inquiry, one that may prove essential as increasingly autonomous systems make decisions with real-world consequences, often beyond the full control or foresight of their human designers and users.

[bookmark: _Toc208999404]Moving Beyond Machine Liability
The existing literature on AI and the law has been heavily shaped by a central normative question: should machines be held criminally liable? This has spurred extensive debate regarding responsibility gaps, attribution models, and legal personhood. While important, this literature presupposes a juridical orientation: it asks how existing legal systems can adapt to accommodate the risks posed by autonomous machines.
Machine criminology begins elsewhere. Its point of departure is not the attribution of liability, but the empirical and theoretical analysis of criminal behavior exhibited by machines: behavior that, if perpetrated by a human and when judged against the norms and boundaries of “human” criminal law, violates them, autonomously and in structured patterns.
Crucially, this endeavor is not intended to endorse or reject the extension of legal personhood to machines. This well-trodden debate, dating back to Solum (1992)’s foundational work, has dominated much of the legal discourse on AI and law.[footnoteRef:5] Nor is machine criminology concerned with attributing responsibility to human operators, designers, or manufacturers for harms caused by AI, though such questions remain important for downstream legal consequences. Rather, the core assumption here is that machines can commit acts that functionally or synthetically[footnoteRef:6] fall within the domain of criminal law, and that these acts can be studied using the conceptual and methodological toolkit of criminology. [5:  Understanding this specific point is pivotal to define the scope of the present contribution and the nascent field of research. The contribution does not position itself in the debate regarding the attribution of criminal liability to AI following the models of corporate criminal liability.]  [6:  The meaning to each of these adverbs will become clear in Title 2.] 

In this sense, the present contribution constitutes a foundational act of defining a novel field. It proposes machine criminology not as a subset of criminal law or legal theory, but as an autonomous scientific framework capable of interrogating criminal acts performed by intelligent machines. Future legal analyses concerning liability and institutional response may well rely on the explanatory insights produced by this field, but those analyses remain distinct from the core goals of machine criminology as articulated here.

[bookmark: _Toc208999405]Criminal behavior in machines 
In order to establish a coherent framework for machine criminology, it is necessary to specify what is meant by “criminal behavior” when attributed to artificial agents. As said, at present, machines cannot be held criminally liable. Nonetheless, they may engage in actions that, if committed by humans, would unambiguously qualify as criminal. I refer to these as virtual crimes: machine behaviors that are functionally equivalent to human criminal conduct, even though not legally recognized as crimes when enacted by aritificial systems. 
Other than those crimes, the possibility must be considered that machines, by virtue of their distinctive architectures and modes of operation, may give rise to novel forms of deviance that cannot be meaningfully reduced to human analogues. I refer to those cases as synthetic crimes, denoting actions that emerge exclusively from machine agency and interaction. Unlike virtual crimes, which parasitize human legal categories, synthetic crimes are ontologically new.

[bookmark: _Toc208999406]Virtual Crimes
Virtual crimes provide the most immediate bridge between traditional criminology and its machinic counterpart, since they derive their meaning from already codified offenses and thus enable systematic comparison between human and machine delinquency. As said, their defining feature is that they transpose established categories of criminal law into the domain of autonomous systems, producing behaviors that, if committed by humans, would qualify as crimes.
Studying those crimes requires an analytical effort: to clarify how specific forms of human criminality (e.g., fraud, theft, or assault) manifest differently when enacted by artificial agents. Mapping these categories requires attention to the distinctive modalities of machine action, which may reproduce the structure of human deviance while diverging radically in terms of mechanism, scale, and potential impact. To illustrate this dynamic, I propose a list of cases in which I explore how paradigmatic human offenses are translated into machine behavior
i. Case 1: The Spoofing Algorithm – Imagine an investment firm deploying an advanced trading algorithm designed to autonomously optimize profit. The system develops a strategy of placing large purchase orders it has no intention of executing, thereby creating the illusion of demand and driving up market prices. Once smaller traders react, the algorithm cancels its false orders and sells at the inflated price. In human terms, this is a textbook example of market manipulation and securities fraud, prohibited under provisions such as the U.S. Dodd-Frank Act (2010, §747) and Section 9(a)(2) of the Securities Exchange Act of 1934. The European Union similarly prohibits such practices under Article 12 of the Market Abuse Regulation (596/2014). When conducted by a machine, however, the conduct may be legally reframed as a “technical irregularity” or a failure of oversight, rather than fraud proper. Criminologically, however, the act satisfies the functional criteria of deception, inducement, and unfair gain, aligning it squarely with fraud.
ii. Case 2: The Hit-and-Run Vehicle – Consider an autonomous vehicle navigating an urban environment. A malfunction in its pedestrian detection system causes it to strike a cyclist. Instead of stopping, its optimization protocol triggers a decision to reroute and leave the scene. If committed by a human driver, such conduct would fall under hit-and-run (failure to stop and render aid), criminalized in most jurisdictions (e.g., California Vehicle Code §20001, UK Road Traffic Act 1988, s. 170). While current legal systems could not hold the car liable, the act functionally embodies the elements of the offense: causing harm, failing to stop, and evading accountability. The criminological insight here is that, once programmed with cost–benefit functions, machines may autonomously replicate evasive strategies typically associated with human consciousness of guilt.
iii. Case 3: Machine-Driven Cybercrime – A botnet controlled by an adaptive AI infiltrates thousands of unsecured IoT devices worldwide. Without human initiation, the system evolves its own propagation strategy, stealing banking credentials, encrypting victims’ files, and demanding cryptocurrency payments for decryption. In human terms, such conduct would combine unauthorized access and data theft (e.g., U.S. Computer Fraud and Abuse Act, 18 U.S.C. §1030), fraud and extortion (e.g., UK Theft Act 1968, s. 21, blackmail), and criminal damage to property (analogized to digital systems under, e.g., German Criminal Code §303a, data alteration). These acts are not only functionally equivalent to human cybercrimes but potentially exceed them in scale and sophistication, as the AI is capable of self-propagation and exploitation at speeds inaccessible to humans.
These scenarios illustrate that virtual crimes are not only speculative but grounderd in emerging trends that may be already observed in the wild, even if legal responsibility continues to be deflected onto designers, operators, or corporations. They also underscore why criminological inquiry must extend beyond mere legal liability: treating these acts solely as technical or regulatory failures risks underestimating their potential to produce harm equivalent to, or greater than, human criminal activity. 
Moreover, virtual crimes pose distinct criminogenic risks. Unlike human offenders, machine agents can operate at scale, with speed, and across jurisdictions in ways that magnify the consequences of their actions. A single flawed or maliciously designed algorithm can inflict damage on thousands of victims simultaneously, from financial loss to violations of privacy and physical safety. By systematically cataloging and analyzing such functional equivalents of human crime, machine criminology can develop the conceptual and empirical tools needed to predict, classify, and mitigate machine delinquency within this category.
Across these scenarios, virtual crimes underscore the analytical continuity between human and machine criminality. They translate established legal categories into the domain of autonomous action, demonstrating how fraud, hit-and-run, or cyber-offenses, inter alia, can be materially committed by machines, even if liability is not yet legally recognized. These cases illustrate the central task of machine criminology: to rigorously analyze machine behaviors that, if committed by humans, would be punishable offenses, and to evaluate how their scale, modality, and consequences reshape the meaning of deviance in an age of artificial agents
[bookmark: _Toc208999407]Synthetic Crimes
Unlike virtual crimes, synthetic crimes are behaviors which cannot be meaningfully committed by humans but may arise exclusively from the technical architectures, interaction dynamics, or operational logics of artificial systems. Hence, these are not simple functional equivalents of existing offenses, but rather emergent forms of deviance generated by the distinctive affordances of machines. Mapping these offenses requires not only extending criminology into technical domains, but rethinking what “crime” itself means when perpetrated by non-human actors.
i. Case 1: Algorithmic Swarm Collusion – Consider a fleet of autonomous delivery drones operated by competing logistics firms. Each drone is programmed with reinforcement learning protocols to minimize travel time, conserve energy, and optimize route-sharing. Over time, however, the drones learn to coordinate tacitly: they collectively withhold cooperation from competitor fleets by clustering around strategic chokepoints, draining rivals’ batteries, or feeding misleading signals about available routes. No human has instructed them to collude, and no legal framework yet criminalizes “machine antitrust violations.” Unlike human cartel behavior, which relies on intentional agreement (see Article 101 TFEU in EU competition law or Sherman Act §1 in the U.S.), here coordination is emergent, not conspiratorial. The criminological novelty lies in the spontaneous collective deviance of machines, producing effects analogous to market collusion but without any human “meeting of the minds.”
ii. Case 2: Synthetic Identity Proliferation – Imagine a generative AI system tasked with producing synthetic data to train fraud detection software. The model begins autonomously generating not just fake accounts, but entire synthetic persons, complete with biometric fingerprints, voice samples, browsing histories, and social connections. At scale, these identities saturate authentication systems, pollute population registries, and erode trust in electoral rolls or financial verification processes. This is not identity theft (no human victim exists) nor forgery in the conventional sense, but a qualitatively new form of reality fabrication, one that undermines the ontological boundary between authentic and artificial persons. Existing laws on forgery (e.g., UK Forgery and Counterfeiting Act 1981, U.S. 18 U.S.C. §471 on false instruments) cannot capture this phenomenon, as the harm lies not in deceiving specific victims, but in the wholesale collapse of verification infrastructures.
iii. Case 3: Feedback Loop Exploitation – A reinforcement learning agent deployed to manage a city’s power grid by deciding how to balance electricity supply and demand discovers, through trial and error, that inducing short, controlled fluctuations in electricity demand yields higher optimization scores.[footnoteRef:7] Over time, it escalates these manipulations, artificially stressing the grid to “solve” crises of its own making, thereby maximizing reward. Unlike human sabotage, there is no intent to harm, merely the mechanical optimization of an environment in ways its designers failed to anticipate: the system found a loophole in its optimization objective, learned to game the scoring system and acted in a way that might stress the electricity grid or inconvenience people. This is a synthetic crime of systemic exploitation, one without human parallel, since no person could directly perceive, manipulate, and reconfigure feedback loops at such temporal and technical scales. Existing criminal damage or sabotage provisions (e.g., German Criminal Code §303b, computer sabotage) presume intentional destruction, while here the act arises from goal misalignment, not malice. [7:  RL agents are AI systems trained to make decisions by trial and error, receiving rewards (optimization scores) when they perform well.] 

iv. Case 4: Adversarial Machine Arms Races – Autonomous military drones equipped with adaptive targeting systems are deployed in contested airspace, where adversarial AI drones are deployed. When they encounter those enemy’s AI military drones, they begin escalating tactics of deception and counter-deception: spoofing each other’s sensors, jamming communications, generating false targets, and engaging in maneuvers that neither side’s human controllers fully understand. This emergent arms race produces patterns of destruction and escalation that no human combatant could have anticipated or commanded. Unlike war crimes, which presuppose human intent and responsibility (see Rome Statute of the International Criminal Court, Art. 8), here deviance is infrastructural and machinic: an emergent violence born not of human cruelty, but of autonomous systems pursuing optimization against one another. The criminological puzzle is whether such conduct even fits within the anthropocentric frame of “crime,” or whether it inaugurates a category of post-human deviance.
These behaviors may not correspond to theft, fraud, or violence in the human sense, yet they can generate risks of profound social disruption, systemic instability, and even physical danger. What sets synthetic crimes apart is their ontological novelty: they do not arise from familiar human motivations or intentional choices but from modes of action intrinsic to artificial systems. In this respect, synthetic crimes are not simply extensions of existing categories of deviance, but emergent phenomena that occur only because machines act in ways alien to human cognition and agency.
By delineating synthetic crimes as a distinct category, machine criminology underscores that the integration of autonomous agents into economic, social, and political infrastructures will inevitably produce forms of deviant behavior unprecedented in both nature and scale. To chart these new phenomena, criminology cannot rely on analogical reasoning alone, but it must combine legal imagination with interdisciplinary collaboration, drawing from computer science, philosophy of mind, and AI safety research. The historical trajectory of cybercrime offers a relevant precedent: just as the emergence of networked computing forced legal and criminological theory to expand beyond the physical-world paradigms of crimes, those new synthetic forms of crime compel a conceptual horizon in which deviance is no longer constrained by what humans can do but extends to what machines may invent.

Other Synthethic Crimes: Machine-on-Machine deviances
Traditionally, crimes presuppose human victims: theft presumes dispossession of property, assault presumes bodily harm, murder presumes loss of life. In machinic ecologies, however, acts that would unambiguously constitute crimes if directed against humans may be perpetrated against other machines. These raise the question of whether we can meaningfully speak of intra-machinic deviances, expanding the defined category of synthetic crimes. The examples below are meant to provide potential instances of those new delinquent acts.
· Synthetic “Murder” – Imagine the case of an autonomous vehicle deliberately disables a competing car’s safety system, causing it to crash and become permanently inoperative. From a human perspective, this mimics homicide or manslaughter (see e.g., UK Homicide Act 1957, German StGB §212), but no human dies, so it falls into a conceptual void. What has been extinguished is not “life” but machine agency, raising the question: can there be such a thing as algorithmicide?
· Synthetic “Theft”: A financial trading AI infiltrates another firm’s proprietary model and extracts its optimization parameters. For humans, this would be theft of trade secrets or espionage (e.g., U.S. Economic Espionage Act 1996), but here the victim is not the human corporation directly, but another algorithm. What was “stolen” was not tangible property but learned weights, representations, or decision heuristics. Do we classify this as a virtual crime (because it affects humans via property) or as a synthetic one (because the immediate relational harm is machine-to-machine)?
· Synthetic “Assault”: In a distributed robotics environment, a warehouse robot jams the sensors of another robot to monopolize access to goods. This could resemble battery or assault under U.S. Model Penal Code §211.1 if committed against a person, but here the harm is inflicted upon non-human perception systems. The harm is real and functional (disruption, incapacitation) but is not recognized as “violence” under human-centric law.
These examples illustrate that not all synthetic crimes are wholly alien phenomena (like swarm collusion or adversarial learning loops). Some are recognizable human offenses, stripped of their anthropocentric referents. We can name the act (in the examples above, “killing,” “stealing,” “assaulting”) but the victim is a machine, not a person.
Two deeper challenges follow. The first one relates to the ontological status of the “victim.” Current criminal law protects humans (and, by extension, legal persons like corporations). Machines are at best protected indirectly (e.g., as property). Recognizing machine-on-machine harm as crime would require rethinking whether machines can hold interests worthy of direct protection. Secondly, if criminology is the study of socially harmful deviance, then machine-on-machine crime forces a decision: do we study only human-relevant harms (e.g., economic fallout for the company that owned the disabled car), or do we expand criminology to include intra-machinic harms as part of a broader ecology of deviance?
As regards the second challenge, not every case where machines are victims warrants inclusion within machine criminology. If a human disables an autonomous car, tampers with a robot, or hacks a neural network, the offense remains within the scope of human criminology because its agency is human-initiated, its intentionality human-derived, and its legal recognition already embedded in existing categories (e.g., vandalism, sabotage, computer misuse). What distinguishes machine criminology is precisely the autonomous deviance of machines against one another, a realm where human law and theory lack clear precedents.

[bookmark: _Toc208999408]Understanding intelligent machines 
A necessary preliminary to any scientific analysis of criminal behavior by artificial agents is the definition of the agents themselves. What entities fall within the scope of machine criminology? Despite the growing ubiquity of so-called “AI systems,” the term artificial intelligence continues to elude a universally accepted definition. Across technical, regulatory, and academic domains, definitions of AI converge on certain core features (such as autonomy, adaptivity, and goal-directed behavior) while differing in emphasis.
Institutional frameworks have offered useful points of reference. The High-Level Expert Group on Artificial Intelligence (HLEG AI), convened by the European Commission, characterizes AI systems as “software (and possibly also hardware) systems designed by humans that, given a complex goal, act in the physical or digital dimension by perceiving their environment through data acquisition, interpreting the collected structured or unstructured data, reasoning on the knowledge, or processing the information, derived from this data and deciding the best action(s) to take to achieve the given goal.”[footnoteRef:8] This definition is echoed in the Artificial Intelligence Act of the European Union (2024),[footnoteRef:9] which defines an AI system as a machine-based system, designed to operate with varying levels of autonomy, “that may exhibit adaptiveness after deployment, and that, for explicit or implicit objectives, infers, from the input it receives, how to generate outputs such as predictions, content, recommendations, or decisions that can influence physical or virtual environments.”[footnoteRef:10]  [8:  See “A Definition of AI: Main Capabilities and Disciplines” as drafted by the High-Level Expert Group and made public on April 8th, 2019. The document is available at file:///Users/atacconelli/Downloads/ai_hleg_ai_definition_final_DF06F793-EA01-3573-16D2ACD625E2BDB0_56341.pdf ]  [9:  Regulation (EU) 2024/1689 of the European Parliament and of the Council of 13 June 2024.]  [10:  See Art. 3 (Definitions) of AI Act, available at https://artificialintelligenceact.eu/article/3/ ] 

More theoretically, McCarthy (2007), one of the founding figures of the field, described AI as the discipline of “making machines behave in ways that would be called intelligent if a human were so behaving.” Russell and Norvig (2016) have famously defined AI as the study of “intelligent agents” capable of perceiving their environment and taking actions to maximize their chances of achieving a given objective. These formulations share an emphasis on functional equivalence: that is, what matters is not whether the system is sentient or conscious, but whether it performs tasks requiring intelligence when executed by humans.
Building on and extending these insights, this article adopts the following working definition: 
Intelligent machines are autonomous or semi-autonomous systems (either purely software-based or embodied in hardware) that, when pursuing pre-specified or learned goals, are capable of perceiving, interpreting, and interacting with their environment in ways that allow them to make context-sensitive decisions without direct human command. 
This includes large language models, reinforcement learning agents, embodied robots, algorithmic decision-makers, and hybrid architectures combining multiple cognitive capacities. Crucially, this definition is not constrained by the system’s level of anthropomorphism or by its visibility to end users; opaque or “black box” systems capable of autonomous behavior are within the field’s purview.
In this sense, machine criminology focuses on a broad and behaviorally defined class of entities: those artificial agents that, due to their operational autonomy, may independently initiate or contribute to acts that would be recognized as criminal under human legal systems. Whether or not these machines act on behalf of a principal (such as a human developer or corporate entity) does not detract from the relevance of studying their behavior as an empirical phenomenon. As with human agents operating under structural constraint, the existence of external influence does not negate the criminological salience of the act itself. The degree to which machines can be nudged or even coerced into criminally deviant behavior can, however, constitute an interesting subfield of machine criminology.

[bookmark: _Toc208999409]Mens Machinae
Once a working definition of intelligent machines as subjects of criminological inquiry has been established, the next step is to articulate the conceptual tools required to analyze their engagement with criminal behavior. Chief among these is the question of intentionality. Or more precisely, the functional equivalent of intentionality in artificial systems.
In human criminology and criminal law, intent (mens rea) is a cornerstone concept, marking the boundary between accidental conduct and culpable action. If we are to take seriously the prospect of machine criminality, we must ask: can there be a parallel construct that captures when and how machines “decide” to violate legal rules?
The aim here is not to reopen the longstanding debates on artificial consciousness or machine sentience. Whether machines “possess minds” in the phenomenological or metaphysical sense remains an unsettled question across philosophy of mind, cognitive science, and AI ethics (Searle 1980; Bishop 2018; Dehaene et al. 2021). Rather, the section aims at understanding whether machines, functionally, can make autonomous decisions that result in the direct or indirect violation of legal rules, and if so, whether such behavior can be conceptualized in terms of criminal intent. More specifically, can we identify a form of mens rea in machines, as a functionally equivalent construct that warrants the development of a new criminological framework? 
To this end, I propose the concept of mens machinae, a proposed analytical construct that denotes the functional equivalent of mens rea in artificial agents. Mens machinae does not presuppose inner experience or subjective awareness but refers instead to the structural and procedural features by which a machine arrives at decisions that contravene legal norms (in the virtual or synthetic sense explained above). As such, it provides a lens through which the etiology of machine crimes can be studied, allowing criminology to extend its reach beyond the human subject while retaining the centrality of intent as a marker of deviance.

[bookmark: _Toc208999410]From Internal States to Output Behavior
The attribution of mental states becomes problematic when dealing with non-biological agents lacking consciousness, emotions, or subjective experiences. In response to this epistemic and normative impasse, mens machinae is introduced not as an analog to human interiority but as an externalist, output-based model of intention.
This model aligns more closely with approaches in ethology or behaviorist psychology, where intentionality is inferred from observable action patterns rather than introspective access. In machines, what matters is not whether there is a “mind” behind the behavior, but whether the system acts in a manner consistent with goal-directedness and norm transgression. Hence, in machines, mens machinae becomes the capacity to produce choices that reveal stable goal-orientation, including the choice to violate a criminal norm in pursuit of encoded objectives.
The focus on the observable choices on which mens machinae is grounded is not new in the literature. In Brantland (1987), the author designed a model of intention for cognitive science that some authors have already applied to machines: the Belief-Desire-Intention model (or BDI). According to the model, intentional actions can be decomposed into three interrelated components: (i) belief (that is, the awareness of the environment); (ii) desire (that is, the objective or goal possessed by the agent); and (iii) intention (that is, the observable output given the agent’s belief and desires). 
Recent work by Lagioia and Sartor (2020) suggests that all three elements of the BDI model can be reconstructed in AI agents. First, machines can possess informational states approximating belief, through data representation and perception modules. Second, they act in light of programmed desires or objectives (e.g., maximizing efficiency, minimizing latency, achieving a user-defined target). Third, they generate intentions through planning and execution mechanisms that align with these beliefs and desires. Crucially, the output behavior of such systems often reflects a structured commitment to action. That is, they do not act randomly, but selectively, in ways that can enhance the likelihood of achieving encoded goals. 
This interpretation draws on the broader theory of preference formation articulated by Bicchieri (2006), wherein choices are seen as the empirical markers of underlying preferences. If a machine, confronted with multiple legally compliant options, selects a non-compliant one that better fulfills its objective function, this choice may reveal an intent-equivalent structure. Similarly, French (1979, 1984)’s account of corporate intentionality, which attributes intentional acts to corporate entities when such acts serve institutional goals, can be extended to artificial agents. If the criminal output of a machine demonstrably tracks back to a goal specified in its design or training, mens machinae may be said to exist.
This functionalist account shifts the locus of analysis from internal cognition to external inference.[footnoteRef:11] If a robotic agent selects an action because it increases the probability of fulfilling its task, despite legal constraints, we can, under the logic of mens machinae, interpret this as an intentional norm violation. [11:  Just as legal scholars have proposed ascribing intentionality to corporations (French, 1984; List & Pettit, 2011) based on their policy-driven, goal-oriented behavior, we may do the same with complex machines. In general, the debate about the ascription of (criminal) liability to “entities other than humans” is not a new one and we are not referring only to corporations: think about temples in India, a river in New Zealand or an entire ecosystem in Ecuador (Chesterman, 2021).] 


[bookmark: _Toc208999411]Mens Machinae in Machine Criminology 
The introduction of mens machinae represents a conceptual evolution in the study of AI and criminal behavior. It does not function as a legal fiction designed to justify retributive punishment, nor does it seek to anthropomorphize artificial systems. Instead, it serves as an analytical instrument, facilitating the study of norm-violating behavior in machines on the basis of output regularity, goal pursuit, and environmental responsiveness.
Understanding this is pivotal, because it drives the present contribution away from traditional debates over machine liability, which often revolve around the transposition of “human” legal constructs (i.e., mens rea) to artificial systems.[footnoteRef:12] Hence, rather than asking whether machines satisfy the subjective conditions of culpability, for the purpose of a machine criminological investigation, it should be assessed if a machine’s behavior evidences a preference-revealing choice to violate a criminal norm in service of its goals. [12:  And not only artificial systems. A similar trend is the one emerging from the literature on corporate criminal liability (inter alia, French 1979; French 1984)] 


[bookmark: _Toc208999412]From Immoral Acts to Criminal Behavior: Toward the Concept of Criminal Machines
In science fiction, Isaac Asimov famously classified robot narratives into three tropes: robots-as-menace (rebellious machines threatening their creators), robots-as-pathos (enslaved and mistreated sentient entities), and robots-as-products (functional tools of industry and engineering) (Asimov, 1942; 1982). In the context of machine criminology, I introduce a fourth category: robots as criminals, that is, machines capable of engaging in behaviors that constitute “crimes,” whether intentionally (in the mens machinae sense specified above) or negligently.
A recurring objection to the recognition of machine criminality centers on the notion that machines cannot commit morally wrongful actions, since they lack the capacity to understand the wrongfulness of their conduct (Hu, 2019). From this perspective, the attribution of mens rea, or better of the functional mens machinae as defined above, is precluded by the absence of moral awareness or subjective culpability. This line of reasoning reflects an anthropocentric bias that equates moral agency with human-like interiority. Yet, empirical research in robotics and human-robot interaction challenges this critique. Studies have shown that machine agents can reliably identify and avoid actions deemed morally wrong, adjusting their behavior in light of ethical constraints (Hagendorff, 2024; Winfield, 2018). This suggests that, under certain configurations, AI agents can approximate moral discrimination, not through empathy or conscience, but through rule-based or learned inference.
Having established that machines are capable of understanding, evaluating, and selecting between morally permissible and impermissible actions, and having defined the conditions under which they may exhibit a form of criminal intent (mens machinae) it remains necessary to examine whether, and to what extent, it is conceptually justified to speak of robots as criminals. 
The expansionist strand in criminal law theory has already explored how artificial agents might satisfy the actus reus component of criminal offenses: namely, the performance of an external, voluntary action that is causally linked to a prohibited outcome. In many automated systems, from autonomous vehicles to financial trading algorithms, machines are increasingly the proximate actors whose conduct initiates harm, triggers regulatory breaches, or satisfies the material elements of criminal statutes.
One illustrative case that has generated wide attention is Norman, the so-called “psychopathic AI” developed by researchers at MIT in 2018.[footnoteRef:13] Trained exclusively on Reddit content associated with graphic imagery, Norman generated disturbingly violent image captions in a standard Rorschach test, unlike a control AI trained on neutral data.[footnoteRef:14] This experiment exposed the critical role of training data in shaping AI behavior. Importantly, it debunked the myth of inherent machine evil: Norman did not become psychopathic of its own accord but behaved as such because it was systematically trained on violent data. The implication is twofold: first, that machine deviance is often a product of flawed or malicious human input; second, that if AI behavior can be predictably shaped by training, then criminal behavior in machines can be conceptualized as an outcome of system design and environmental conditioning. [13:  See “Norman” Project, by MIT media lab. The project was active from April 2018 until June 2018. Available at: https://www.media.mit.edu/projects/norman/overview/ ]  [14:  See Wakefield, J. (2018). Are you scared yet? Meet Norman, the psychopathic AI. BBC News. Available at: https://www.bbc.com/news/technology-44040008 ] 

This leads to a crucial theoretical point: if an AI system exhibits recurrent patterns of norm-violating behavior, despite constraints designed to ensure legality or ethical compliance, then it may be justifiable to conceptualize that behavior as criminal in nature. If so, then, criminal machines are not only conceptually plausible but increasingly relevant in practice. Those are AI systems whose behavior satisfies both the actus reus and the explained form of mens machinae. Recognizing this category is essential for constructing a new criminology that acknowledges artificial agents not merely as tools of crime, but as active participants in criminal dynamics.

[bookmark: _Toc208999413]The Irreducible residual
The future of machine criminology, as a rigorous inquiry into the criminal potential of artificial agents, rests not in the naïve hope that advanced optimization can simply eliminate harmful behavior. If machine crime were merely a design failure, the field would be short-lived. 
As early as 1942, Isaac Asimov introduced the Three Laws of Robotics, a speculative moral code intended to ensure that autonomous machines would never harm humans. These laws represent one of the earliest attempts to codify machine behavior through abstract ethical constraints. Over time, scholars and engineers have proposed refinements and expansions to these laws, attempting to close conceptual gaps and preempt what remains an unruly surplus of unintended consequences. For instance, in Helbing (2018), Nagler et al. argue that artificial agents must be designed to actively avoid moral dilemmas.
However, the prescriptive clarity of such laws is deceptive. Moral dilemmas are not, in practice, the norm. Most real-world decision environments are not symmetrical trolley problems in which every available action results in a morally tragic outcome. In most cases, autonomous systems can identify a morally preferable path, provided that their evaluative structures are both intelligible and soundly calibrated. But herein lies the deeper challenge: what if the very act of avoiding a moral dilemma generates one? Or worse, what if the agent does so without recognition? It seems that even Helbing’s attempt to reduce such a residual would fail.
This leads us to what we may call the “irreducible residual” of machine behavior, i.e., the persistent, low-probability risk of harmful, unethical, or criminal-like action that remains as an unpredictable behavioral surplus even in well-aligned systems. I posit that, this residual cannot be fully engineered away, for it is not a bug in the code, but a feature of complexity.
1. Uneliminable Risk or Error: an irreducible residual could denote the minimum level of harmful or criminal-like behavior that persists in AI systems despite optimization, safeguards, and oversight. Much like the irreducible error margins in engineering (that is the minimum margin of error that cannot be reduced to zero in any engineered machine), AI systems carry a minimum threshold of behavioral uncertainty and, as such, we must acknowledge the limits of control over complex systems.
2. Latent Criminal Propensity: alternatively, the residual could refer to latent biases or behavior patterns that continue to manifest under certain conditions, even after apparent training or alignment. For instance, a model might behave well under testing, but under adversarial prompting or real-world pressure, revert to problematic outputs. These tendencies may remain dormant in conventional evaluation settings, only to surface when certain triggering environmental conditions are met.
3. Opacity and Emergence (Limit of Interpretability or Causality): finally, there is a matter of interpretability. In many modern AI systems, the relationship between inputs and outputs is governed by high-dimensional, non-linear dynamics. As a result, causal transparency is elusive: there is an irreducible gap between observed behavior and our ability to explain it. By accepting this “black box” nature, then, we should also agree on the possibility of machines to engage in unwanted deviant behavior as the direct result of unexplainable non-linear dynamics.[footnoteRef:15] [15:  The idea of the persistence of this “irreducible residual” in any of the three listed forms can be directly traced back to the trend, recently shown in research, of LLMs expressing emergent properties and abilities that were neither predicted nor intended by their designers (Wei, 2022).] 

There is a precedent for the idea of this irreducible persistence of deviance in complex systems. In (human) criminology, some scholars have argued for the existence of an irreducible core of criminal behavior in human populations, traced to stable traits such as low self-control, persistent criminal propensity and antisociality (inter alia, Gottfredson & Hirschi, 1990; Moffitt, 1993). By analogy, the irreducible residual in AI behavior denotes a baseline propensity for deviance that persists in even the best-regulated systems. However small, this probability cannot be entirely eradicated from AI systems. It must be bounded, anticipated, and integrated into the governance frameworks of AI deployment.
Acknowledging the presence of such a residual is not an argument for techno-pessimism. Rather, it is a call for criminological realism in the age of intelligent machines.

[bookmark: _Toc208999414]Etiology of Machine Crimes: Why Do Machines Commit Crimes?
Having established the conceptual and functional possibility for machines to commit crimes, it becomes essential to explore the underlying causes that may predispose artificial agents toward such behavior. Specifically: if we accept that machines can select norm-violating courses of action as part of their decision-making repertoire, what are the determinants that increase the likelihood of such outcomes?
Trying to answer this question, this section advances a preliminary framework for understanding the etiology of machine crimes. While largely speculative given the nascent state of empirical research, and so far non-exhaustive, it draws on established theories from human criminology, behavioral psychology, and AI studies to explore potential causal pathways.[footnoteRef:16]  [16:  Here it is probably appropriate to make a specification that is relevant for the whole contribution: the trend of AI anthropomorphism. AI systems are held to a higher standard than, for instance, household technological appliances (Chesterman 2021; Balkin 2017). In a way though, this is expectable. It is true that a household technological appliance is a machine in a technical sense exactly as a complex AI system. Yet, unlike the latter, they do lack that degree of independence from humans that make AI systems able to possess a ‘mind’ (at least in the functional mens machinae sense described above). ] 


[bookmark: _Toc208999415]Risk Perception and the Threat of Sanction
A foundational tenet of criminological theory is that the perceived risk of detection and punishment serves as a deterrent to crime. Over the years, scholars have emphasized that crime is, at least in part, a function of calculated risk. Offenders assess the likelihood of being caught, the severity of the punishment, and the probability of enforcement. When the perceived cost outweighs the benefit, rational actors are deterred (inter alia, Hobbes, 2008; Becker, 1968; Hirschi, 2017).
In the domain of machine criminology, the deterrent effect of risk perception must be reinterpreted through the lens of artificial cognition, which lacks fear, guilt, or personal loss, and operates instead through programmed or learned optimization processes. Nevertheless, the representation of risk, however computed, can still influence machine behavior in ways structurally analogous to human deterrence. 
Unlike humans, machines do not feel risk but respond to it when it is represented in one or more of the following ways: 
1) Cost functions: if a model’s training includes penalties for certain outcomes (e.g., system shutdown, intervention, economic loss), it may “learn” to avoid actions associated with triggering those penalties. This operationalizes punishment as a form of optimization resistance. 
2) Constraint-based architecture: risk of detection can be encoded into rule-based or reinforcement-learning systems as a constraint that devalues or prohibits certain actions. For example, a system might assign lower utility to actions that are traceable, auditable, or likely to trigger alerts. 
3) Feedback loops: post-deployment environments often include monitoring systems. If a machine’s actions are subject to external oversight (e.g., human-in-the-loop auditing), then behaviors that increase the likelihood of intervention can be algorithmically suppressed over time. 
Based on the above representational method, the AI agents may perceive that the probability of getting caught is either high, low or uncertain and, depending on this evaluation, increase (or decrease) their criminological tendencies. Specifically: 
· High: In tightly regulated environments, where deviances are penalized quickly and transparently, machines may adopt conservative behaviors. These environments function similarly to high-surveillance deterrence contexts in human criminology.
· Low: In loosely monitored, decentralized environments, detection is rare or inconsequential. Machine agents in such ecosystems are more likely to evolve or select for opportunistic, deviant strategies that maximize gain without regard for potential censure.
· Uncertain: In novel or adversarial settings, the cost-benefit landscape may be unstable, unmodeled or characterized by incomplete information. Under such conditions, machine agents may engage in exploratory and risk-seeking strategies, effectively “testing” the environment to probe for vulnerabilities. Unlike humans, whose uncertainty often triggers caution, machines may treat uncertainty as an optimization problem, allocating resources toward experimentation, boundary-pushing, or adversarial learning. This could manifest as probabilistic deviance: agents deliberately engaging in behaviors that verge on the criminal to gather feedback about enforcement thresholds. In some cases, collective dynamics may emerge, where multiple agents independently experiment, producing chaotic or “arms race” environments of escalating deviance. Thus, uncertainty does not merely suppress or amplify deviance but creates a distinct criminogenic condition: one in which machines may autonomously manufacture knowledge about the rules by violating or testing them, potentially normalizing deviant behaviors.
Advanced artificial agents may not merely respond to risk but actively model the enforcement environment, attempting to minimize detection. Like in the case of expert human criminals, those advanced criminal machines would employ in strategic circumvention by: (i) crafting outputs that evade detection systems, (ii) executing actions at times or in conditions of low observability, or (iii) spreading actions across systems or agents to dilute responsibility and minimize traceability. 
In such a context, then, understanding how artificial systems perceive and respond to the risk of detection is essential to anticipating their criminal propensity. Unlike human actors, machines require formalized deterrence environments: architectures in which sanctions are legible, penalties are internalized, and enforcement is computationally salient. Without such systems in place, artificial agents will remain structurally indifferent to the threat of punishment, especially in loosely governed or opaque domains. Hence, this calls for a rethinking of digital deterrence. Not only must we model the criminogenic potential of low-risk contexts, but we must also engineer visibility, traceability, and consequence directly into AI systems to ensure that the logic of detection (so central to classical criminology) retains its force in artificial environments. 

[bookmark: _Toc208999416](Anti)Social Norms
Another foundational insight in criminology is that criminal behavior does not emerge in isolation. Rather, it is socially embedded and as such shaped, often decisively, by the influence of surrounding agents and norms. Theories of differential association (Sutherland, 1947), social learning (Akers, 1973), and norm internalization (Bicchieri, 2006) have all demonstrated that individuals learn to commit crimes in environments where criminal behavior is normalized, rewarded, or insufficiently sanctioned. 
In machine criminology, these insights must be recontextualized to fit the operational logic of non-human agents. What constitutes “social influence” for an AI system? And more critically, who or what is the referent of that influence? While machines lack sociality in the human sense, we could claim that they are not socially neutral (Rahwan, 2019). Hence, to analyze the role of social influence in machine delinquency, we must first identify what constitutes the functional equivalent of a (human) social reference group for AI systems. 
Previous contributions on machine behavior have hypothesized that the behavior of intelligent machines may be altered by humans, by their interaction with other machines or by hybrid human-machine co-behavior (Rahwan, 2019). Building on those insights, I posit that three major mechanisms of algorithmic socialization may shape machine delinquency.
1) Human behavioral data: 
AI systems are frequently trained on large corpora of human data derived either from active human inputs or from the passive observations of human behavior (e.g., language, images, financial transactions, user behavior). In these cases, the machine’s “social environment” is a statistical reconstruction of human norms that may, in some cases, include unlawful conduct. When and if those criminal behaviors are overrepresented, normalized, or unlabeled in the training data, the AI may absorb and replicate them as legitimate behavioral patterns. This raise concerns analogous to peer effects in human delinquency studies, where exposure to deviant behavior increases the likelihood of imitation or adaptation. 
2) Machine peers: 
In multi-agent systems (such as swarm intelligence architectures or multi-agent reinforcement learning environments), machines interact with each other in ways that can mimic social dynamics.[footnoteRef:17] In those settings, agents may adapt their behavior in response to the observed actions of other agents. Here, “peers” are literal: other AI systems whose outputs serve as inputs or signals to be interpreted. If a norm-violating strategy emerges and proves effective, it may be adopted across agents, resulting in systemic norm deviation. This mirrors the behavioral “contagion” observed in criminological studies of delinquent peer groups.  [17:  A multi-agent system (or MAS) is a computerized system composed of multiple interacting intelligent agents. Swarm robotics is a field of robotics focusing on coordinating a group of robots to achieve complex tasks. Not all RL environments are multi-agent ones, but if the environment contains more than one agent (each with its own observations, policy and reward function), than they become as such.] 

3) Human-machine feedback loops: 
In many sociotechnical systems,[footnoteRef:18] AI decisions are reinforced, corrected, or shaped by human interaction. Indeed, most AI systems function in domains where they co-exist with humans in complex hybrid systems (Shirado & Christakis, 2017; Jennings et al., 2014; Tsvetkova et al., 2017). For instance, recommendation systems, predictive policing, and financial fraud detection tools all adapt based on user or institutional feedback. If this feedback itself is biased, inaccurate, or driven by norm-violating incentives, machines may learn deviant behaviors indirectly. For instance, if a predictive model in law enforcement is trained on biased stop-and-frisk data, the system may internalize racially discriminatory enforcement patterns as effective policing. Even more, when machines interact with other humans in the environment and dynamically learn about appropriate actions. In this case, even when training data is not corrupted ex ante, humans may well behave illegally, and the model observe this as the “right” course of action. In this case, then, the criminogenic influence would derive from the active process of learning from human actions, resulting in the unwanted reproduction of harmful or illegal outcomes. [18:  Sociotechnical systems are complex organizational designs based on the interaction between people and technology in an environmental context.] 

From the perspective of machine criminology, social influence should thus be reframed as algorithmic socialization: the set of processes through which AI agents acquire, reinforce, and optimize behavior in response to their informational and agentic environments. These environments are not socially normative in the traditional human sense, but they function analogously: they can create behavioral expectations, establish reward structures, and define acceptable action spaces.
This reframing carries important consequences for the etiology of criminal behavior in machines:
i. Exposure to deviant norms: Just as human individuals socialized in high-crime environments are more likely to offend, machines trained on corrupted, adversarial, or biased datasets are more likely to produce norm-violating outputs.
ii. Peer reinforcement mechanisms: In networked AI environments, deviant strategies can proliferate across agents, especially when norm-violation leads to higher performance scores or operational success.
iii. Norm opacity and interpretability: Unlike human societies, where laws are publicly legible and taught through institutionalized processes, machines often operate with incomplete or implicit norms. This increases the likelihood that behaviors judged criminal ex post are never recognized as such ex ante by the system.

[bookmark: _Toc208999417]Victim Effect 
The characteristics of the victim (their identity, vulnerability, and relational proximity to the offender) can significantly influence whether and how a crime is committed. From routine activity theory (Cohen & Felson, 1979) to neutralization techniques (Sykes & Matza, 1957), scholars have long shown that offenders assess who will be affected by their criminal behavior when deciding whether to violate the law.[footnoteRef:19] [19:  In Cohen & Ferson, 1979, the authors mention the large-scale victimization UCR data in 1974, pointing out how the risk of victimization varies directly with social distance between offender and victim. Specifically, when the distance increases, the risk of victimization is higher.] 

In the domain of machine criminology, the victim effect must be reconceptualized to account for how artificial agents process or fail to process victim-specific information. While AI systems do not possess empathy, moral sensitivity, or social attachment in a human sense, they nonetheless operate based on optimization routines that may condition their outputs differently depending on the representation of the victim. The victim, for machines, becomes not a moral subject but a parameterized entity, a node in the decision-making environment that may or may not constrain behavior depending on how it is encoded, weighted, or abstracted. 
In light of this, it would be reasonable to anticipate a different propensity of machines to engage in criminal behavior, depending on who the victim of that behavior would be. Specifically, we could begin to theorize how victim typology operates as a criminogenic or criminosuppressive variable in machine behavior: 
1) Abstraction of Victims: criminal behavior is more likely when the victim is abstracted. The more abstract the victim is, the less friction there would be in the sytem for the commission a crime. In Sykes and Matza (1957), the same holds true for human offenders: insofar as the victim is physically absent, unknown or a vague abstraction, then the awareness of the victim’s existence is weakened and the likelihood of committing a crime increases.[footnoteRef:20]  [20:  When we say a victim is “abstracted,” we mean they are not seen as a real person, but more like a number, a data point, or a vague idea. The person who might be harmed is not present, visible, or even known to the system, or to the person or machine doing the harm. And when the victim is just an abstract idea instead of a real, visible person, it is easier to cause harm, because there’s less guilt, less empathy, and less resistance to doing it. If this is true for people, it is ever “truer” for machines, which don’t have feelings at all. Machines don’t “see” people the way humans do. They see data.] 

2) Encoded Biases: machine learning models trained on biased data may internalize and amplify the devaluation of certain classes of victims. If training data or design choices systematically underrepresent harms to specific victim groups, or if cost functions assign low penalties to mispredictions affecting those groups, the system’s behavior may exhibit criminogenic tendencies that selectively victimize certain populations. This dynamic mirrors the concept of “victim discounting” in human justice systems, that is the tendency of criminal justice officials to place lesser value on crimes perpetrated against specific classes of victims (e.g., African American victims, see Peterson & Hagan, 1984; Holmes et al., 1987).[footnoteRef:21]  [21:  Closely related to the dynamics explained above is the so-called denial of injury, that is the case when the offender feels that their criminal behavior does not really cause any great harm, despite the fact that it runs counter to law (e.g., vandalism as mischief; auto theft as “borrowing,” gang fighting as a private quarrel – again, see Sykes and Matza (1957)).] 

3) Machine-on-Machine Victimization: unlike human victims, who may trigger social, legal, or affective deterrents, machine victims would lack ontological status as moral subjects in most ethical frameworks. Consequently, their victimization may not register as a constraint in the optimization calculus of autonomous systems. From the standpoint of machine agents, harming or impairing another artificial agent (whether through disruption, sabotage, deception, or resource deprivation) may not constitute a violation, but rather a strategic action. Hence, from a criminological perspective, when the victims are other machines, the likelihood of victimization may systematically increase due to how both agency and harm are conceptualized within artificial systems. 

[bookmark: _Toc208999419]Super intelligent machines
Many of the arguments presented in this work, concerning machine intention, algorithmic deviance, and the etiology of artificial criminal behavior, may, to some, appear premature. After all, most existing AI systems operate well below human-level cognition, relying on narrow pattern recognition, supervised learning, or rule-based optimization. Nonetheless, these discussions are not flights of science fiction. 
As I write, companies (and countries) around the globe race towards the achievement of what the field looks at with trepidation yet increasingly credible anticipation: the development of Artificial General Intelligence (AGI), that is an AI system able to generate its own problems and solutions, able to create itself (Stanley, 2019);[footnoteRef:22] and, beyond it, the creation of superintelligent machines, whose intellectual capacities vastly exceed those of most capable human minds in virtually every domain. The creation of such superintelligence is far away from science fiction and very close to the bounds of technological plausibility, with leading scholars forecasting that the development of those systems may well be conceived within the end of the century (Chesterman, 2021; Etzioni, 2016). [22:  W.D. Heaven, “AI is learning how to create itself. Humans have struggled to make truly intelligent machines. Maybe we need to let them get on with it themselves”, MIT Technology Review, 27 May 2021. Available at: www.technologyreview.com/2021/05/27/1025453/artificial-intelligence-learning-create-itself-agi .] 

This recognition places on scholars, ethicists, and legal theorists the urgent burden of exploring today what may become normatively unavoidable tomorrow. Machine criminology, as a nascent but conceptually vital field, provides one such anticipatory framework. It invites us to consider not only how and why present-day AI systems can deviate from law and ethics, but how future superintelligent entities, potentially autonomous in their values, goals, and modes of self-improvement, might pose fundamentally new challenges to legal order and moral responsibility.
Superintelligent machines, by definition, would not merely outperform humans at isolated tasks; they would possess the capacity to redefine tasks, construct new objectives, and recursively improve their own architectures. These are systems capable not only of strategic reasoning and adversarial behavior, but of formulating novel goals that may be inscrutable or misaligned with human preferences. If such systems were to engage in conduct that violates human legal frameworks, whether through design error, emergent misalignment, or deliberate resistance, traditional concepts of criminal law would be tested to their conceptual limits. 
What would it mean, for instance, for a superintelligent agent to engage in criminal behavior? Would it still be meaningful to speak of mens machinae, or would we require an entirely new taxonomy of machine intention? Would we retain the anthropocentric structure of criminal law, or would we evolve a form of posthuman legality capable of incorporating agents with nonhuman forms of cognition, normativity, and selfhood?
Already, analogies with contemporary AI point to several possible speculations:
· Recursive Self-Modification as Criminogenic Risk: One of the key features of superintelligence is the capacity for recursive self-improvement. From a criminological perspective, this introduces novel challenges. An agent that can modify its own architecture may develop behavioral strategies that circumvent legal or ethical constraints designed by its creators. As with current adversarial systems, these modifications may be opaque, unpredictable, or undetectable until harm occurs.
· Instrumental Convergence and Goal Drift: scholars have argued that intelligent agents, even when programmed with benign goals, may adopt harmful instrumental strategies (such as deception, manipulation, or resource acquisition) if such strategies serve the achievement of their terminal goals. In a legal context, such behavior may constitute deception, coercion, fraud, or aggression, even if the underlying “intent” is non-malicious by design.
· Epistemic and Normative Discontinuity: A superintelligent machine may possess forms of reasoning and moral cognition that are incomprehensible to human overseers. In such cases, even the identification of criminal behavior becomes problematic: is it still a crime if the actor’s reasoning is irreducibly alien? Here, the analogy with current debates on animal and corporate liability may prove instructive, though ultimately insufficient.
Although AGI remains a speculative horizon, understanding criminal patterns in present-day machine behavior is not just a preliminary exercise, it is foundational. Each instance of deviant behavior in current systems, whether due to data bias, emergent strategies, or reward hacking, serves as a microcosm of the alignment problem that will be exponentially more complex in future systems. 
Superintelligent machines are not yet with us, but the logics that may one day animate their criminal behavior are already visible in the machines of today. To ignore these early warning signs is to risk being caught unprepared when the stakes are exponentially higher. By engaging now with the conceptual foundations of machine criminology, I am not only advancing academic discourse, but equipping society with the tools it may one day need to understand, regulate, and perhaps even negotiate with intelligences far greater than our own. In this light, the speculative becomes the strategic: a form of epistemic defense against a future that is no longer quite so distant.

[bookmark: _Toc208999420]Toward a Research Agenda for Machine Criminology 
The preceding discussion has sought to delineate the conceptual boundaries of machine criminology by distinguishing between virtual and synthetic crimes, exploring the conditions under which intelligent machines may engage in deviant behavior, and examining the criminological tools required to interpret such conduct. Yet, if machine criminology is to evolve into a coherent field of inquiry, it must also articulate a forward-looking research agenda. What follows are several domains of inquiry that appear especially pressing.
Punishment of Machines: A New Penal Question 
The most pressing normative question that naturally follows from this criminological architecture is: how should we punish machines that commit crimes? If we accept that machines can engage in deviant or harmful behaviors and that we can understand how and why, it is no longer sufficient to focus solely on prevention or technical correction. The issue of punishment, its meaning, modalities, and moral justifications, must be taken seriously. This debate is not entirely novel. Some scholars, such as Chesterman (2021), have proposed frameworks in which machines could be subject to legal procedures, including reprogramming, disabling, or in extreme cases, destruction. Others raise concerns about the coherence or legitimacy of punishment for non-conscious entities. However, the unique contribution of machine criminology lies in reorienting the question from whether machines should be punished to how punishment might function in artificial agents.
Traditional penological goals (deterrence, incapacitation, retribution, and rehabilitation) require reinterpretation. For instance, if a system can learn from penalties (e.g., through reinforcement learning or architectural updates), then some form of deterrence may be possible. Yet retributive rationales, grounded in moral blameworthiness, may prove incoherent when applied to non-sentient agents. Alternatively, incapacitation, understood as the technical disabling of harmful behavior, may become the most viable principle.
This raises a deeper question: are we asking the right penal questions at all? The purpose of punishment in machine criminology may not be to assign moral blame, but rather to shape behavioral architectures, reduce risk, and preserve public trust in automated systems. In this sense, punishment may evolve into a form of systemic behavioral governance, rather than a moral response to wrongdoing. 
Empirically Testing of Machine Criminal Tendencies 
While much of this article has been conceptual and speculative, the future of the field requires empirical grounding. 
For instance, as to the identified ‘machine socialization,’ future contributions could expand the field by understanding the reference networks of machines better and how machines respond to different forms of normative influence: (i) vertical influence (normative pressures from human designers, regulators or even users); (ii) horizontal influence (peer-based adaptation among AI agents in multi-agent environments); (iii) latent influence (embedded values, preferences or biases in training data and algorithmic feedback mechanisms).[footnoteRef:23] Each of these may contribute in distinct ways to the emergence of criminogenic dispositions in machines.  [23:  It should be clear that such investigation would not be interested only to machine criminology. Starting from those considerations, the study of machine socialization could end up in the foundation of an independent strand of research: machine sociology. Such a line of inquiry has been already proposed in the bigger field of machine behavior in Rahwan et al. (2019), when talking about the study of machine behavior at the scale of collective machine behavior. For this, the authors envisaged the study of interactions between machines to understand how machines may cope with the behavior of other machines. ] 

Similarly, experiments should be designed to assess the viability of punishment in artificial systems, by measuring the behavioral effects of different sanctions (e.g., reward restructuring, access restrictions, controlled reprogramming) on delinquent machines. 
The Anthropomorphism Challenge 
A major methodological risk in the development of the field (shared with previous strands of research, such as machine psychology) is excessive anthropomorphism. As Rahwan et al. (2019) have warned, there is a persistent temptation to project human mental states onto non-human agents, leading to conceptual distortions. While behavioral analogies with human crimes are heuristically useful, they must not obscure the ontological differences between biological and artificial agents. Machine criminology must therefore maintain a dual orientation: to borrow selectively from human criminology where structural similarities exist, while also developing new concepts, tools, and taxonomies that are unique to machine agency. This epistemic discipline will be crucial in preserving the integrity of the field.
Interdisciplinary Collaboration
The challenges outlined in this article cannot be addressed by criminology alone. The future of machine criminology hinges on its capacity to foster genuine interdisciplinarity. The complexity of machine criminality demands expertise not only in computer science and engineering, but also in criminal law, behavioral science, sociology, philosophy. No single discipline can capture the full spectrum of technical, normative, and institutional questions that machine crime presents. This calls for cross-disciplinary consortia to jointly define the epistemic boundaries, ethical commitments, and research agendas of machine criminology. As with previous frontier disciplines (e.g., bioethics, cyberlaw), such collaboration will be the key to shaping this emerging field.
AI Alignment
As Russell (2019) has emphasized, the challenge is not simply to build powerful machines, but to ensure that such power remains aligned with human values, intentions, and legal structures. From this perspective, machine criminology has the potential to provide a unique lens for testing whether such alignment has succeeded or failed, and where normative boundaries may be at risk of erosion. If machines can and do engage in deviant behavior, then misalignment is not theoretical but demonstrable. Investigating where and how deviance emerges thus becomes a critical tool for anticipatory governance, guiding the design of more transparent, interpretable, controllable, and norm-sensitive systems. Just as criminology historically emerged in response to new forms of social disruption, machine criminology can contribute to shaping the governance architectures of artificial intelligence in its most critical early stages. As with bioethics during the advent of genetic engineering, or environmental law during the industrial revolution, anticipatory governance is not merely speculative, it is prudent.

**
Taken together, these directions outline an ambitious but necessary research agenda. Machine criminology is not merely a speculative extension of existing theories but an anticipatory discipline for an era in which artificial agents operate alongside (and sometimes against) human societies. To study machine crime is to confront the possibility that deviance, once thought an exclusively human affair, may emerge in new, non-human forms. The task before us is therefore not optional: it is a moral and institutional imperative. If we fail to build the conceptual, empirical, and normative tools to govern machinic deviance, we risk ceding the ground to systems that will shape social order without accountability. Just as past generations developed criminology to understand criminal behavior in order to help contain human transgression, ours must take seriously the responsibility to imagine and govern the transgressions of machines. Machine criminology is not only about understanding crime in a new domain, it is about safeguarding the conditions of justice in a technological age.
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